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Subject: Introduction to Scheduling and Switching under UNIX Uaic October 20,1975 

Case- 49170-120 -- lile- 40952-001 
Irom: T.M. Raleigh 

TM: 75-8234-7 

MEMORANDUM FOR FILL 

This memorandum provides an overview of Scheduling and Switching under UNIX and 

discusses some of the basic timing within the operating system. A second more detailed 

memorandum! 17] is forthcoming and will describe the algorithms used by the Scheduler and 

process Switcher and much of the details of their implementation. 

1. Introduction 

In order to provide a framework for discussion of the UNIX Scheduler and Switcher an 

overview of the operation of the system using queuing models will be used. No attempt will 

be made to arrive at any analytical results in terms of queuing theory as the mathematics are 

rather involved and not enough data is currently available about the distribution of the 

queues, distribution of arrivals in the queues, etc. for UNIX. (There are a number of sources 

in the literature [1,2,3,6,7,8,9,10,15,19,21] for those interested in queuing models.) The queuing 

model will simply be used as an aid to visualization of the overall operation of the system. 

Since the UNIX operating system possesses a distributed supervisor, it will also be a con¬ 

venient method for illustrating how the supervisory functions of the system are spread 

throughout the system and how they work together. 

While the mathematics of queuing theory will be studiously avoided in the following 

description, a number of topics such as the type and number of queues, service within queues, 

penalties and preemption must be fully discussed in order to completely construct a model. In 

order to do this, a very simple model will be elaborated and new aspects of the model will be 

introduced as needed. 

It will be assumed that the reader is familiar in general with operating systems, with the 

basic functions of operating systems and with some of the basic terminology (processes, inter¬ 

rupts, traps, etc.). It is also not the purpose of this document to describe the operation of DEC 

hardware or peripherals[4]. There is ample literature available to provide a background for the 

reader[3,5,12,13,14,16,22,23], 

A choice has been made in the method in which the operating system is viewed in this 

memorandum. The operating system could have been viewed as an entity which a user pro¬ 

cess communicates with when the process requires any services which it cannot provide for it¬ 

self (I/O,etc.). The operating system performs the desired service and returns control to the 

user process. The second means of viewing an operating system is as a collection of shared 

code which implements services that a process may avail itself of. In this view, a request for 

service is viewed as a continuation of the execution of the process but in a different address 

space and with appropriate protection of other processes. The difference between the two is 

that in the first view the operating system is an active entity which satisfies a request, whereas 
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in the second view, it is a passive entity providing common code and protection for the contin¬ 

ued execution of a user process. It is in this latter sense that the UNIX operating system will 

be discussed. This is appropriate as the UNIX operating system is a distributed supervisor; 

that is, the supervisory functions are not localized to one particular portion of the system or 

one particular process in the system. Rather, these functions are spread throughout the sys¬ 

tem. The chief advantage of this view is that it will allow us to speak about a "process relinqu¬ 

ishing the CPU", making the distinction between roadblocking and preemption clearer. 

2. Basic Concepts 

2.1. Queuing Models 

Figure 1 shows a simple queuing model with a processor and a series of processes queued 

up awaiting their turn to utilize the processor. These processes arrive in the system with some 

distribution and are selected to run on the CPU by some policy. This policy may be based on 

priority, execution time, bribing or any criteria that the system chooses and is usually referred 

to as the Scheduling algorithm. 

Under the UNIX Operating System, the supervisory functions are distributed 

throughout the system and are not localized to one section of the system. The policy for use 

of the CPU is enforced by a function called the process Switcher. The Scheduler under UNIX 

refers to the part of the system that manages the selection of processes to be placed in or re¬ 

moved from memory. Although these are two separate operations, the fact that the Switcher 

can only select processes that are in memory for execution means that there is interaction 

between the two functions. Both of these functions must be understood in order to under¬ 

stand process execution behavior. 

One of the earliest models studied in conjunction with timesharing systems is the Round 

Robin (RR) discipline (see Figure 2). Here each process is allocated a quantum of execution 

time and fed back to the end of the queue after it has executed for its quantum. Processes are 

selected on a first come first served basis and a process cycles through the queue using as 

many quantums as necessary to complete a job. 

Numerous variations of this discipline have been implemented on past and present day 

systems. Figure 3 shows a queuing model with multiple feedback queues. Here we have a 

series of queues waiting for use of the CPU. Each queue could correspond to a grade of service 

or priority assigned to all processes in that queue. The higher the priority, the sooner the 

processes in the queue would receive service. A process could be assigned to a priority queue 

for the duration of time that it was in the system. The queue could instead be assigned based 

on the characteristics of the process. Each time a new process enters the system, it would be 

assigned to an appropriate queue based on its characteristics (JCL). Since the process charac¬ 

teristics relevant for queue assignment may not be known when the process enters the system 

or may change in time, a system could be adaptive. As processes execute in the system, more 

information is acquired so that the system can do a better job of queue assignment to achieve 

its overall service goals. We would therefore expect that a scheme whereby a process would 

move from queue to queue as knowledge about its characteristics is obtained or as its charac¬ 

teristics change is more efficient than one where a process is permanently assigned to a queue. 

This adaptive approach is incorporated into the UNIX operating system. Basically, there 

are a series of queues representing fixed priority levels within the operating system. Processes 

within the system move from queue to queue depending on the type of activity they are per¬ 

forming. 
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There are a number of other features to the queuing model used by UNIX, however, to 

simplify matters we will assume for the moment that there are only a fixed number of queues 

at fixed priority levels. 

The method for selecting a new process to execute on the CPU is a variation of the 

Round Robin method. A function within the operating system called the process Switcher con- 

Sy Selects Processes from the queue with the highest priority that contains processes that 

ran be run Each process in a queue is marked to indicate whether ,t can be run or not. The 

Switche^may^findSeveral processes in a queue, but if none are runnable, the Switcher must 

look at a lower queue for a candidate. If no processes are fed back to higher queues the service 

within a queue will be Round Robin. 

2.2. Priority Queues 
UNIX uses both queues at fixed priority values and queues that are established at priority 

values 2 needed (floaSng queues). (These queues are discussed in detail in the succeeding 

memorandum[17].) The lowest fixed priority queue (PUSER - see Figure 3) co"lams m«. of 

the processes in the svstem. These are processes which have not been roadblocked and are 

awaiting their turn to use the CPU. The remainder of the fixed queues are for processes which 

have roadblocked or just become unblocked. These processes.SeThroml se^ in^he 
oueues so that the process Switcher will give them use of the CPU before the processes in the 

queue at PUSER. The numerical priority value assigned to these queues need not concern 

at this time, however, the order that these priority values represent is a measure of how urgent 

the system deems that a particular activity should be serviced. The order of the most tmpor- 

tant queues in the system is, 

1) PSWP - I/O to the swap device. 

2) PBIO - I/O to a block device (disks, tapes, etc.). 

3) PINOD - Access to an inode list. 
4) TTOPRI - I/O to a character device (teletype, paper tape, etc.). 

5) PUSER - A queue for processes that are executable in user mode. 

Floating queues are established at fixed priority values 

scheme to solve problems of giving better service to a 

misbehave (see sections below). 

in intermediate positions in the ordering 

process and of penalizing processes that 

2.3. Implicit and Explicit Queues 

Without attempting to get into any of the details of implementation it should be men¬ 

tioned thaMhereta no elaborate svstem of linked lists within UNIX to explicitly implement 

tl^que^dng structure illustrated in Figure 3. Instead, by the very fact that a process ,s as¬ 

signed a priority, the queues implicitly exist. There is a tradeoff between the amount 

and unlinking or the amount of searching that must be done in a system to implement either 

scheme and for the UNIX operating system the choice was made not to link together-queues 

of orocesses at the same priority. This means that there is a large amount of searching re¬ 

quired both when it is desired to choose another process to run and when a ie* 
section) occurs, however it does allow the establishment of an arbitrarily large number of 

queues with ease. 

Now that the nature of the queues and the service discipline for selecting a process from a 

queue has been established, the determination of which queue a Process rnoves to andj/hen 

moves to that queue must also be defined. The approach taken on UNIX is that when a pro 

cess relinquishes the CPU (because it must wait for I/O completion, for access to a locked list, 
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etc.) it assigns itself a priority based on the reason that it blocked. This priority defines the 

queue that it will appear in when it is unblocked. 

2.4. Semantics for Multiprocessing 

If a process requests service from the system and the system cannot satisfy the request 

immediately, (I/O not complete, etc.) the process roadblocks itself. This is a signal for the pro¬ 

cess Switcher to run another process at least until resources are available for the first process. 

In order to implement this, the system must have both a means for indicating that the process 

is relinquishing the CPU and a means for indicating that the desired event has occurred. (It 

should be remembered that we are speaking in terms of a process continuing execution within 

the system when it requires service. While executing within the operating system, events such 

as I/O completion may be detected so that a mechanism for relinquishing the CPU can be im¬ 

plemented gracefully.) 

Within the UNIX Operating System, a process relinquishes the CPU by executing the fol¬ 

lowing function (within the operating system) 

sleep(event,priority) 

This marks the currently executing process as unable to execute until some event occurs. The 

quantity priority is the queue that the process will enter once it has been awakened. The sleep 

call results in the currently executing process giving up the processor and an attempt by the 

process Switcher to select and run another process. If none are available, the processor will 

idle until there are processes that can be run. When an event that unblocks a process occurs, a 

call of the following form, 

wakeup(event) 

awakens the process. The quantity event in both calls is a mutually agreed upon value (usually 

an address within the system) which is used to synchronize the blocking and unblocking of a 

process. This call makes all processes that were waiting for the occurrence of event runnable 

and places them on the queue that the sleep call specified. With this setup, several processes 

may block waiting for the occurrence of the same event but at different priorities. When the 

event occurs, all of the processes waiting on that event will be awakened (made runnable) but 

will enter different queues. 

It should be mentioned that the UNIX operating system uses a procedure which is essen¬ 

tially the converse of the Multics Operating System conventional)]. Under Multics, a process 

relinquishes the CPU by a call of the form, 

sleep (event) 

and is awakened by 

wakeup(event,priority) 

Under this setup, the awakening event specifies the queue to which an unblocked process is to 

be placed. For UNIX, a process enters a queue at the specified priority when it relinquishes the 

CPU while for Multics a process would stay in its present queue until the wakeup occurs. 



2.5. Feedback and Arrival 

Now that the nature of the fixed queues has been established and a means for entering 

the queues has been given, a short example will be given to illustrate the transitions that a pro¬ 

cess might undergo. 

So far, processes have only been discussed as existing quantities. Processes arrive in the 

system as a result of the FORK mechanism. This is done so that there is a parent-child rela¬ 

tionship between processes in the system. This is the only means that a process may enter the 

system. (Another memorandum will discuss processes[18].) 

A typical process would enter the system (via FORK) and be placed in the queue PUSER 

(see Figure 3) as a runnable process. At some time the process Switcher would select the pro¬ 

cess to run on the CPU. If during the execution of the process a system call is made and the 

process must relinquish the processor (e.g., to wait for I/O completion) the process relinqu¬ 

ishes the CPU via the sleep call and enters one of the higher queues, say PBIO (for block dev¬ 

ice I/O). The process waits in the queue while the Switcher selects and runs other processes. 

The process cannot itself be chosen because it must wait for I/O to complete. When the I/O 

does complete, a wakeup will be sent to the process and it will appear as a runnable process on 

the queue PBIO. At some later time the process Switcher will again select the process to run 

(this will depend on how many processes are in higher queues) and the system call will be 

completed by the process. When the system call returns from the operating system to the user 

process, the process’ priority will be changed to PUSER. This does not have much significance 

in this case because the process has the CPU and is not waiting in any queue to use it. (It will 

however be a factor when preemption is introduced.) Thus, the length of time that the process 

spends in the queue PBIO depends on how long it takes the event (e.g., I/O to complete) to oc¬ 

cur. The time that the process spends as an active candidate in that queue depends on how 

many active candidates there are in higher queues and on how long these higher priority 

processes occupy the CPU’s time. Figure 4 illustrates the example and shows the priority 

changes and the periods of time that the process is queued and running (The CPU time in¬ 

cludes the time that the process spends executing within the operating system.) 

3. Interrupt Processing 

In order to continue with the elaboration of a model, a number of topics, such as the 

amount of time a process may use before being preempted, must be discussed. In order to il¬ 

lustrate exactly how the processor is relinquished and provide a basis for the specification of 

time quanta, some hardware issues must be developed. Preemption is discussed only after a 

few of these topics are explained. 

The DEC PDP11 line of computers have a hardware Memory Management Unit which 

implements the process protection mechanism for UNIX. There are three modes that the pro¬ 

cessor may be in; User, Kernel and Supervisor (the last not available on 11/40’s). For each of 

these modes there is a virtual address map in the Memory Management Unit which performs 

address relocation and contains access control permissions for blocks of mapped memory. 

Thus we can speak of the processor executing in User or Kernel mode (the Supervisory mode 

is currently unused by UNIX). Instructions exist for setting the address map and for fetching 

and storing across address spaces (MFPI - Move From Previous Instruction space, MTPI - 

Move To Previous Instruction space, etc.) however, the instructions for fetching and storing 

across address spaces are normally disallowed to user processes by the compilers and assem¬ 

blers under UNIX so that the system is protected from user processes. 

UNIX uses the Kernel Memory Management registers for mapping the virtual address 

space of the operating system and the User Memory Management registers for the address 

mapping of the executing user process. 
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The UNIX llial resides in Kernel address space contains all of the code for satisfying the 

system calls as well as all of the code for the interrupt and trap handlers. When a user process 

makes a system call (via a trap) the processor will change states as indicated in Figure 5 from 

User to Kernel mode, perform the system call on behalf of the user and return control to the 

user process. All system services are performed while the processor is in Kernel mode. 

3.1. Hardware Priorities 

Interrupts are likewise handled in Kernel mode, however, as interrupts are asynchronous 

events, they may occur while the processor is in Kernel or User mode. Figure 6 shows a user 

process that is interrupted several times to process an interrupt. PDP1I computers have a 

hardware priority scheme which allows a limited amount of interrupt masking and stacking. 

There are seven different hardware priority levels that a device may interrupt the processor on. 

The processor also has a priority (in the processor status word) that may be set under software 

control to allow or disallow interrupts of lower hardware priority. Each device on the system is 

hardwired so that it interrupts the processor at one of the hardware priorities when it requires 

service. The interrupt handlers (software) in UNIX which reside in Kernel address space are 

not considered to be processes within the system as they are not scheduled by the software. 

They are essentially functions that are called as interrupts occur. Figure 6 illustrates a series of 

interrupts occurring while the processor is in User mode. The interrupts occur asynchronous¬ 

ly, are handled in Kernel mode and may be slacked depending on the hardware priority of the 

interrupt. A case of interrupt slacking is also illustrated in Figure 6 where process A has been 

stopped to handle one interrupt when an interrupt of higher (hardware) priority occurs. The 

system handles the higher priority interrupt first, returns to handling the interrupt of lower 

priority, then returns execution to process A. Each time a process performs a system call or is 

interrupted, the system saves and restores the context of the interrupted process. 

Under the UNIX Operating System the processor's priority is always set to zero when it is 

in User mode so that any interrupt occurring will be handled immediately. 

3.2. Critical Regions and Mutual Exclusion 

The case of interrupts occurring while the processor is in Kernel mode poses some seri¬ 

ous problems for reentrancy to the operating system, so that there were a number of choices to 

be made in designing the system. Within the system there are a number of critical regions of 

code. During the execution of a critical region the system must prevent data that could be 

changed by interrupt handlers from being altered. These regions of code may also be critical 

regions because it is necessary to exclude other processes from accessing data or from execut¬ 

ing the same code. 

On some existing or proposed systems[5], this problem is solved through the use of spe¬ 

cial semantics for execution of these critical regions. The problem is solved by two separate 

methods under UNIX. 

For the case where it is desired to prevent interrupt handlers from changing data within a 

critical region, the processor's priority is raised to a value that locks out interrupts from devices 

that could change the data. This is done by use of the spl (set priority level in the processor 

status word) instruction (simulated for 11/40’s). A critical region of code within the operating 

system that required the lockout of devices producing interrupts at priority level 5 would be 

surrounded by the following two function calls. 

spl5(); 

/"■critical region software*/ 

spIOQ; 



The first call raises the processors priority level to 5 (by executing the spl instruction) locking 

out all interrupts at that level and below for the duration of execution of the critical region. 

The processor’s priority level is usually lowered to zero after this to allow any interrupts that 

have occurred in the interim to be processed. The splOO, splK), spl4(), spl5(), spl6() and 

spl7() functions are available to set the processor’s hardware priority to 0, 1, 4, 5, 6, and 7 

respectively. Figure 7 shows an example of how the handling of an interrupt is delayed while 

the system is executing within one of these critical regions. The interrupt is delayed for the 

period shown and is processed when the processor’s priority is lowered to a level below that of 

the pending interrupt. 

Some regions may only be critical as far as certain interrupts are concerned. For exam¬ 

ple, executing a critical region in the character I/O region may require the lockout of interrupts 

from character devices but not from block oriented devices. 

When several processes can access the same variables, a problem of mutual exclusion 

develops. This has implications for the design of an operating system, for if one process may 

be preempted in the midst of executing a system calUny local or global variables accessed by 

that system call may be altered before the preempted process resumes. If it is assumed that 

the system clock or any interrupt handler can preempt the currently executing process, then 

when executing a critical region of this type it is necessary to prevent these interrupts from oc¬ 

curring (This situation could be avoided if there were some special hardware instruction or 

programming semantics for this situation but as there are none available under UNIX, the best 

solution would seem to be to prevent the processor from handling interrupts during the execu¬ 

tion of these regions.) This is, however, not desirable as the clock interrupt handler makes in¬ 

terrupt request at hardware priority 6 and locking out the system clock would also lock out in¬ 

terrupts from all other hardware devices. Critical regions would then have to be limited to a 

section of code that could only execute for a short period of time (otherwise timeouts on the 

UNIBUS would occur) and the total number of such critical regions would also have to be lim¬ 

ited. 

The solution chosen by the designers of UNIX was to allow preemption of the processor 

in Kernel mode only at the end of a system call (that is just before the system returns control 

to the user process) or at the end of processing an interrupt. This essentially eliminates the 

reentrancy requirement for the operating system. 

For the interrupt handlers, the approach has also been taken that interrupts for a particu- 

lar device are handled by the processor at the priorityjthat they occur. That is, the processor s 

priority is set to the same level as that of the interrupt thus locking out all other interrupts ol 

the same level and lower. This eliminates the reentrancy requirement for interrupt handlers. 

As a beneficial side effect, both of these design choices eliminate the need for doing additional 

context saving (Kernel mode registers would need to be saved in a reentrant system). 

3.3. Preemption 

Under the UNIX Operating System, a process is preempted by the system clock or as the 

result of some interrupt which wakes up a process. In the case of the system clock, the 

preemption is done to enforce a time limit on the execution of a process. For interrupts which 

wakeup another process, the preemption is done in an effort to give service to a process that 

has willingly relinquished the CPU as soon as possible. The speed at which it will receive ser¬ 

vice depends on how urgently (what priority queue) the process should be served and on how 

many processes there are in higher queues. Because the system is non reentrant for the rea¬ 

sons discussed above, preempting a process that was executing in User mode and one that was 

executing in Kernel mode is different and will be discussed separately. Preemption as the 



result of an interrupt waking up a process will be distinguished from the system clock preempt¬ 

ing a process even though preemption by the system clock is the result of an interrupt (the 

clock interrupt). The reason for this is that for ordinary interrupts, the preemption is done to 

give reasonable response to processses that willingly relinquish the CPU while preemption by 

the system clock is part of a penalty scheme to limit the use of the CPU. 

We will first consider the case where the system clock or more specifically the clock in¬ 

terrupt handler preempts a process. Figure 8 shows a process executing in user mode when a 

clock interrupt occurs. The context of process A is saved when the clock interrupt occurs. 

The interrupt is processed and in the case shown, the clock interrupt handler has decided to 

preempt the process so that the Process Switcher runs and selects a new process. Since the 

clock interrupt handler generates an interrupt once every sixtieth of a second, it would be un¬ 

wise to preempt a process every time a clock interrupt occurred when the processor was in user 

mode. With an average instruction execution time of approximately 2.5 usee, for 11/45 proces¬ 

sors, a 16.6 msec, time slice between process switches would not allow much computing. (The 

question of time quanta is taken up in a later section however, the system clock will preempt a 

process only at the one second clock interrupt.) All processing of the interrupt occurs before 

the clock interrupt handler preempts the process so that there is no problem with reentrancy. 

As discussed previously, when the processor is in User mode all interrupts are allowed. 

Figure 6 shows interrupts being processed and control returning to the user process. If an in¬ 

terrupt results in some other process being awakened, then rather than return control to the 

same process after the interrupt is handled the process Switcher is called. Figure 8 illustrates 

the sequence of events. Again, the determination of whether to run the process Switcher and 

preempt the previously executing process is made only after the interrupt is processed and con¬ 

trol is about to be returned to the user process. 

Figure 9 shows a process which has made a system call and is executing in Kernel mode 

when an interrupt occurs. If a process could be preempted in the middle of a system call, the 

problem of reentrancy discussed previously could produce problems of mutual exclusion if the 

system call was not coded as a reentrant function. By disallowing preemption during this 

period the reentrancy problem is solved. For this reason, the one second clock interrupt is not 

allowed to preempt a process if the clock interrupt occurred while the processor is in Kernel 

mode. 

For interrupts (which wake up some process) occurring while the processor is in Kernel 

mode, it is desirable to be able to preempt the current process even though the interrupt oc¬ 

curred in Kernel mode. Preemption is still disallowed by reentrancy requirements, however, 

the system can remember that an interrupt occurred while the system call was in progress so 

that the process Switcher can be called when the system call is finished and the process 

preempted at that time. Figure 10 illustrates this case. 

In summary, the types of preemption that may occur are: 

1) As the result of the system clock preempting a user process when it is executing in 

User mode to enforce a time limit. 

2) As the result of an interrupt which wakes up a process. 

a) If the interrupt occurs in User mode the interrupt is handled immediately and 

the preemption occurs after the interrupt is processed. 

b) If the interrupt occurs while the processor is in Kernel mode, the currently ex¬ 

ecuting process is preempted at the end of the system call it was executing. 



3.4. Traps 

Traps out of user mode are handled in exactly the same manner as interrupts (system 

calls are made by trapping). Traps occuring while the system is executing in Kernel mode are 

not normally possible. If they occur, they are regarded as serious hardware errors and the sys¬ 

tem is brought down as gracefully as possible. 

4. Timing and Penalties 

4.1. Time Quanta 

So far, the manner in which the processor is relinquished has been discussed from two 

standpoints. Either it was relinquished willingly as the results of some resource not being 

available or it was preempted by the system clock or as the result of an interrupt waking up 

another process. Preempting a process when a wakeup is issued by an interrupt handler is 

done so that when a process roadblocks at a high priority (disk I/O,file access,etc.) will receive 

control as soon as possible after the resource is available. There will however be processes in 

the system that are compute bound or system bound and will not willingly relinquish the CPU. 

Compute bound processes can be identified as those processes which spend most of their time in 

user mode, never making any system calls and can easily be preempted since no reentrancy re¬ 

quirements are violated. System bound processes are processes which spend most of their time 

making system calls which do not compete for system resources and hence never willingly relinqu¬ 

ish the CPU even though they spend a conderable amount of time in the system. These 

processes are more difficult to isolate. An example of this would be a process in a tight end¬ 

less loop requesting the time of day from the system. In order to even out the performance of 

the system so that each user will see approximately the same type of response, it is necessary 

to limit the amount of time (a quantum) that a process may use the processor at one time. 

The present version of UNIX depends on an averaging type of effect to enforce a one 

second time quantum limit on processes. Once every second the clock interrupt handler deter¬ 

mines whether the clock interrupt occurred while the processor was in User or Kernel mode. 

If the processor was in User mode then the currently running process is preempted after the 

fashion shown in Figure 8. The assumption is made that the process has run for a full one 

second quantum. This may not be the case but on the average in will not damage the response 

of the process. If however, the clock interrupt occurred outof Kernel mode, no preemption to 

enforce the time limit is made because of reentrancy requirements and because there is a finite 

probability that the process will roadblock anyway as the result of the system call. (This is not 

strictly true as the clock interrupt handler does behave as other interrupt handlers and may 

wake up other processes. In particular, the clock interrupt handler maintains an event called 

the lightning bolt. The clock interrupt handler issues a wakeup to all processes sleeping on the 

lightning bolt once every four seconds. In this case, the clock interrupt handler is not directly 

preempting a process, rather, the same mechanism as was employed for the interrupt handlers 

when they issued a wakeup to a process is employed.) Figure 11 illustrates the effect of enforc¬ 

ing the one second time limit (on the average). The behavior of the processes (number of sys¬ 

tem calls, time to process a system call , etc.) has been greatly exaggerated for clarity of the 

drawing. Note that if it is assumed that the system calls take only a short amount of time and 

that processes spend much of their execution time in user mode the one second time slice will 

be enforced. Also, for the case where the clock interrupt occurs ouVof Kernel mode, the sys¬ 

tem call that was being executed may result in the process blocking so that the likelihood of 

the one second time quanta maximum will be increased. 

The time quanta criteria will only influence compute bound jobs which run on the aver¬ 

age for their full quantum. This however, is not a sufficient penalty to apply because an I/O 



bound process will relinquish the processor a large number of limes, thus giving the compute 

bound processes a large number of full quanta to use. Some other mechanism is required to 

insure that compute bound processes do not hog the CPU. To provide this restriction the lime 

quantum criteria is coupled to a penalty scheme. 

4.2. System Call Limitation 

The preemption applied at the end of the one second interval limits the amount of time 

that a compute bound process may occupy the system’s time. The preemption is not applied if 

the CPU is in Kernel mode so that system bound processes would not be detected. (The pro¬ 

cess could have been preempted at the end of the system call as is done for interrupts awaken¬ 

ing processes, however, this would be an additional penalty applied to normally interactive 

processes which relinquish the CPU when they make a system call. That is, a process might 

only have made one system call when it was preempted.) A count of the number of consecu¬ 

tive system calls between a process roadblocking itself is kept. If a process makes seventeen 

consecutive system calls without having to roadblock, the process is considered to be behaving 

as a system bound process and is preempted. 

4.3. Process Penalties and General Amnesty 

In order for the preemption schemes of the previous section to be effective, they must be 

coupled to a penally scheme that takes into account the priority queues. The model presented 

so far possesses a number of fixed priority queues awaiting use of the processor. The queues at 

higher priorities than PUSER are for processes that have relinquished the CPU and are waiting 

to be awakened or serviced. The duration of time that a process spends in one of these higher 

queues is typically short. (Only a very interactive process would spend a good deal of lime in 

the higher queues and most of that time the process would not be runnable.) The PUSER 

queue would then contain the remainder of the processes in the system. In particular, the 

compute bound and system bound processes would always appear in this queue because they 

do not relinquish the processor of their own volition. If we were to discount for a moment any 

processes in the other queues, then a compute bound process in the PUSER queue would re¬ 

ceive extremely good service (because it would run for its full quantum) compared to processes 

which were less compute bound in that queue. This assumes that the service within a queue is 

Round Robin. Compute bound process would receive a large percentage of the CPU’s time re¬ 

lative to interactive processes. The same would be true of system bound processes; even 

though thev are preempted after a certain number of system calls, they would achieve a higher 

percentage of CPU lime compared to processes that roadblocked. In order to build into the 

system a certain amount of adaptivity and smooth out the response per user, a scheme where¬ 

by processes receive a priority penally for poor behavior when they are preempted is used. This in 

effect corresponds to the formation of new (lower priority) queues as needed to take care of 

these processes (see Figure 12 ). Thus if the process Switcher used the scheme where higher 

priority queues are served before those lower priority queues, we would have a Shortest 

Elapsed Time (SET) effect for a group of compute bound processes (see Figure 13). Once a 

process had used its quantum, it would be placed in a lower priority queue. Since selection of 

the next process to run is done on a highest priority queue basis, an execution profile of the 

system would show that those processes which have received few quantums would be favored 

over those which have had many quantums. For compute bound process, those with few 

quantums would quickly receive enough quantums to catch up to those which had received a 

higher number of quantums. Processes which were less compute bound would find themselves 

favored as they would continually appear in higher queues. 



It should be reemphasized that throughout this discussion of penalty schemes we are 

referring to processes that do not behave as the normal timesharing job. Interactive processes 

should escape the effect of any penalty scheme in the long run. Those processes which are 

misbehaving will be found in the queue PUSER (or lower queues) never in any of the fixed 

priority queues. Queues above this contain processes which have recently relinquished the 

CPU and are waiting for resources in order to be served. 

Coupled with the preemption scheme discussed in the previous sections, there are two 

different penalty criteria that are applied to prevent processes from obtaining more than their 

fair share of the processors time. 

One penalty scheme is intended to penalize system bound processes. At the end of every 

seventeen system calls, a process’s priority is lowered by one point and it is preempted if none 

of the seventeen system calls resulted in the process roadblocking. Applying the preemption 

after the seventeenth consecutive system call is the criteria used to isolate the system bound 

processes from the more interactive processes. When the (system bound) process is again 

selected to run, a general amnesty is declared for that process so that it will return to its former 

priority (PUSER). Figure 14 illustrates the priority variations of a process which continually 

spends its time in system space without ever having to block. Each of the vertical ticks on the 

normal user priority line (PUSER) represents both the one time imposition of the one point 

penalty and the preemption of the process. 

A similar scheme is utilized for penalizing compute bound processes. For each time that 

a process is found executing in user mode when the one second clock interrupt clock interrupt 

occurs, a one point priority penalty is imposed on the process. As discussed previously the 

clock interrupt handler should on the average provide the one second time quantum slicing, so 

that this penalty corresponds roughly to a penalty for using the full one second quantum. Un¬ 

like the penalty for system bound processes, this penalty is cumulative so that a process will 

continue to be penalized if it continues to exhibit the same type of behavior. Currently, the 

lowest queue to which a process may sink is set at 105 (5 queues below PUSER - see Figure 

15) The queue at 105 corresponds to a process which has received five quantums without re¬ 

questing any system service. As with the previous scheme, a general amnesty is declared as soon 

as the process stops behaving as a compute bound job (i.e., when it makes its first system call). 

In both of the cases discussed above, a general amnesty was declared as soon as a process 

began to exhibit normal (timesharing like) behavior and there was a limit on how undesirable 

a process may become in the eyes of the system. This is done so that no job reaches a state 

where it is so undesirable that it receives no service or excessively poor service (e.g., a third 

shift job in the batch world). 

4.4. New Penalty Scheme 

The penalty scheme described above is somewhat blunt in that at least for the compute 

bound case it relies on identifying the CPU hog based on the fact that on the "average" he will 

be found executing in user mode. This however takes time to determine and is something 

which is dependent on the number of other processes in the system, the type of activity, 

number of interrupts, etc. For processes that hit on the right combination of misbehavior, 

the limits and penalties will be escaped and the process will use a good portion of the CPU’s 

time In order to more accurately and quickly detect misbehaving processes, a scheme where¬ 

by the cumulative execution time of each process is kept has been adopted on the UNIX 

Research System. (The clock interrupt occurs once every sixtieth of a second so that if one as¬ 

sumes that all of the CPU time since the last clock interrupt was occupied by the process that 

was interrupted an accurate account of the CPU usage may be kept. It is impossible to 

discount the time that was used to handle the clock interrupt or for any interrupt that occurred 

between clock interupts.) Priority penalties for a process are applied based on the number of 
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cumulative CPU seconds the process has received without roadblocking. A one point priority 

penalty is applied for each of the first five consecutive CPU seconds and one point for each 

fifteen seconds thereafter. Figure 16 illustrates the priority penalty scheme. (A continuous 

function is shown for clarity however it should be remembered that the graph should actually 

be a step function as in Figure 15 .) There is no longer a distinction between the penalty for 

CPU bound and system bound processes. Note also that the penalty is rather severe at first 

(identification of misbehaving process) but softens (to prevent total discrimination) after the 

first five seconds. There is no immediate ground level reached either as with the previous 

scheme. The process will continue to be penalized until it reaches the floor value for priorities 

(priority 127 see Figure 16). As with the previous scheme, a general amnesty is applied as 

soon as the process begins behaving properly. 

4.5. User Initiated Penalties 

There is a system call (NICE) available which allows a user process to lower the base 

value (PUSER) of its priority and thereby voluntarily receive a lower grade of service 

(effectively run in the background). This essentially just shifts the base line at which the 

penalty scheme is applied to the process. It does not in any way affect the process’s placement 

in any of the fixed queues in the system, (PINOD, PBIO, etc), so that the response to a request 

for a system resource is the same. The only difference is that because of the downshift of the 

base user priority the process will receive a smaller fraction of the CPU’s time. 

4.6. Achieving a Better Grade of Service 

The same system call which allowed a user process to lower its base priority level, will al¬ 

low a process with super user permissions to achieve a better grade of service. This is done in 

exactly the same manner as was used to lower a process’s base priority. In this case, however 

the base value is raised. This is a crude tool for obtaining better service because as higher and 

higher values are chosen for a process’s base priority, competition with the fixed queues in the 

system becomes a factor (see Figure 16) and the response to system calls by other processes is 

degraded. For a typical well behaving process, the effect of the nice system call is to establish 

a new queue above PUSER for the "special" user process. This "special" process will occupy 

the system’s time and only during the periods that it is roadblocked will processes of lower 

priority be served. In the case of CPU bound or system bound processes, raising the base 

priority dramatically changes the system’s performance since the CPU bound processes will 

use all of their time quantums and the penalty scheme will take some time before the process’s 

priority is lowered to a point where other processes can compete for service. With a general 

amnesty declared, processes which are not completely compute bound have an even greater 

effect. For the CPU bound portion of their execution they will be prime candidates for the 

process Switcher and since they are partially interactive, they will roadblock occasionally restor¬ 

ing them to the high priority that the NICE system call gave them. 

5. Major Divisions in the System 

Now that the details of the model have been clarified, a more complex model can be 

described and the domain of the process Switcher and the Scheduler may be illustrated. 
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5.1. A Complex Model 

In order to more fully describe the distribution of function within the operating system, 

the queuing model of Figure 3 will be expanded and replaced by that of Figure 18. Here, we 

see that several additional queues and feedback paths have been added. 

Two new queues have been introduced. The first queue is labeled WAKEUP and con¬ 

sists of all those processes which are in memory but are blocked awaiting some resource. When 

they are awakened they are fed into the proper queue. In the previous model we assumed that 

the process Switcher knew which processes could be run and which could not. This is still the 

case however, conceptually it is clearer to view these unrunnable processes as being in a 

queue of their own. The WAKEUP queue can be considered to be a kind of free running 

queue as processes make the transition to one of the priority queues at the time they are awak¬ 

ened (ie asynchronously). Note that processes which roadblock themselves (by calling sleep 

(event priority)) thereby placing themselves on the WAKEUP queue are fed back only to the 

fixed system queues, never to a user queue. This is because, as discussed previously, a process 

goes to sleep at one of the fixed priority levels (i.e., user processes cannot call the sleep func¬ 

tion directly) as the result of a system call. The second queue (CORE) consists of all of those 

processes on the swap area. These processes may be sleeping or executable, however, they 

cannot execute until they are brought into memory. 

An extra path has been added to show the path taken by processes that are preempted. 

These processes are runnable when the CPU is taken from them so they arei fedi back directly 

to one of the queues. These processes are fed back only to the user queue (PUSER) or to one 

of the penalty queues. 

5.2. The Process Switcher 

The process Switcher is the function within the system which selects the next process to 

run from the queuing setup described previously. The processes present in these queues are 

only those processes which are not roadblocked and which are in memory. The Switcher knows 

nothing about the size or arrangement of memory. Its sole function is to find the runnable 

processes in the highest queue and to select one to use the CPU. The length of time that each 

process will run at one time will depend on the process’ demands on the resources of the sys¬ 

tem and their availability and will be subject to the time quantum limits discussed earlier If 

none of these processes are fed back to higher queues, the service within the queue will be 

Round Robin. 

5.3. The Scheduler 

The Scheduler is itself a process (albeit a process within the operating system that runs 

entirely and continually in Kernel mode) which is responsible for the swapping in and (most) 

of the swapping out of processes. It is a process which is never swapped and is always at the 

highest priority (PSWP) in the system (although it does go to sleep when it has no work to do 

and while the I/O for swapping processes takes place). Thys the Scheduler is a rearranger of 

the queues the Switcher sees even though it is in one of those queues (i.e., it may add or re¬ 

move a process from consideration by swapping it out) and it is in this manner that the two 

functions interact.. 



5.4. Domain of the process Switcher and Scheduler 

The process Switching function is easily isolatable to a section of the system where the 

choice of a new process is made. In the model of Figure 19 the boxed oft'area indicates the 

area of the model concerned by the process Switcher. Not all swapping out is performed by 

the Scheduler so that the Scheduling function is more distributed and is not as easily isolatable. 

For example, if a process requests more memory (for dynamic storage allocation or as the 

result of a slack overflow) the process may be automatically swapped out without any interac¬ 

tion with the Scheduler. The Scheduler is of course the only function capable of bringing the 

process back into memory but no notification of the Scheduling process is made in this case. 

The process is merely marked as being nonresident and placed in the CORE queue. When the 

Scheduler does select processes to be removed from memory, it examines the WAKEUP queue 

first (the processes in the WAKEUP queue are roadblocked) for a candidate. If none are 

found, the Switcher’s queues are examined. The Scheduler is thus concerned primarily with 

the CORE and WAKEUP queues, although it must at limes select a process from the 

Switcher’s (runnable) queues as a candidate to boot out of memory. 

6. The Scheduling Process 

6.1. Operation of the Scheduler 

As mentioned previously, the Scheduler is a process under UNIX. It maintains the 

CORE queue. When the process Switcher selects the Scheduler to run, the Scheduler will swap 

processes to and from the priority queues (one ai a lime). The Scheduler will thus run in a sort 

of piecemeal fashion as shown in Figure 20. A typical cycle of execution is illustrated in Fig¬ 

ure 20 where the process Switcher has selected the Scheduler to run. The Scheduler will, if 

need be, select a process to be swapped out to make room in memory for another process. 

While the I/O for the swap out is occurring, the Scheduler will go to sleep thus placing itself in 

the WAKEUP queue. When the I/O is complete, the Scheduler will be awakened as a result of 

the interrupt signalling the completion of the I/O and since it is such a high priority process 

(priority PSWP), it will be selected by the process Switcher almost immediately. The Scheduler 

will then select a process to be brought in and will again sleep until the I/O completes. 

There are restrictions on the candidates to be swapped out (to prevent thrashing) so that 

the Scheduler rearranges memory approximately once every second. During the time that the 

swapping I/O occurs, the Scheduling process will pass to the WAKEUP queue until the I/O is 

completed. The Scheduling process will never itself enter the CORE queue as it is locked in 

memory. 

6.2. Process Age 

The process Switcher’s only criteria for choosing a process to use the CPU is the priority 

assigned to that process. The Scheduler primarily uses a different quantity in choosing a pro¬ 

cess to swap in or out of memory. This is the age of a process. The age is defined as the 

amount of lime (in seconds) that a process has spent in memory or on the swap area. The age 

is reset to zero whenever a process makes a transition to or from memory. 
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6.3. Scheduling Criteria 

In selecting processes to be removed from memory, the Scheduler gives some con¬ 
sideration to the structure of the priority queues. The Scheduler views processes as broken 
into roughly two groups (see Figure 21). These are processes that will, enter the priority 
queues at a queue whose priority is above zero, (SLEEP priorities - see Figure 21) and those 
ihat will enter the queues at some value below zero, (WAITING or USER priority queues). 
The queues corresponding to the SLEEP priority (this is a different concept from the sleep 
svstem call available to user processes or relinquishing the processor by the system function 
sieep(event, priority)) are for processes which should be given the CPU ^ soonas possible 
when awakened (to complete a system call, run the Scheduler, etc.). The WAITING priori y 
queues are for processes that slept on an event that is not quite as urgent (blocked waiting to 
read a teletype, wailing for another process to terminate, etc.). The USER priority queues are 
those queues that a user process is in normally or is in because of a penalty and usually 
represent the lower priority queues of the system. When the Scheduler is looking for a process 
to be removed from memory it examines the WAKEUP queue and chooses the first process 
that is blocked at a priority that will place it in a WAITING queue when it is unblocked. If 
none of these processes are in the system more drastic means must be used to find memory 
for an incoming process. The choice of a process to bring into memory is on a Firs, Out Fus, In 

basis so that the oldest process on the swap area is the first to be brought in. If the oldest pro¬ 
cess on the swap area has been there for less than three seconds no further attempts to free 
some memory to bring it in are made. If, however, the process has be^ on U^e swap area for 
more than three seconds, the Scheduler searches both the Switcher s and WAKEUP queues for 
the process that has been in memory longest and if that process has been in memory for 
longer than /wo seconds it is removed regardless of its size. Note that while the Scheduler uses 
the priority scheme as a figure of merit for determining which process to remove from 
memory, the choice is primarily based on the age of the process (in memory or on the swap 
area) and not its priority. No attempt at compacting of memory is made bv the Scheduler. 
(For an interesting discussion of the merits of compacting memory see [11].) A Fust Available 

Fit algorithm is used for placement of a swapped in processes and no consideration of memory 
size is given when swapping a process out. This is done to eliminate any bias toward small size 
processes, improving their response at the expense of larger processes. Since the granularity o 
age is one second, the Scheduler becomes synchronized so memory is rearranged approximate¬ 
ly once a second and does as little work as possible in satisfying processes needs so that if 
there is enough memory, no swapping will occur at all. 

7. Conclusion 

This memorandum has served as an overview of the operation of the Scheduling and 
Switching functions under UNIX. A basic framework has been developed from which a more 
detailed discussion of the Scheduling and Switching algorithms and implementation may be 

given in a succeeding memorandum[17]. 
I would like to thank D. M. Ritchie, B.A.Tague, J.F.Maranzano and R.Brandt for reading 

the draft and both D. M. Ritchie and K. Thompson for their explanations of some points about 
the system and for their patience with my questions. Any errors in the text are the responsi¬ 

bility of the author. 
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